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Abstract

This paper describes ongoing work into a model
of computational design that is based on curiosity.
The model uses goal reformulation to pursue spe-
cific unexpected stimuli in order to generate new
designs that are creative (i.e. novel and valuable).
The model combines a number of techniques from
AI, including goal reasoning, heuristic search, ge-
netic algorithms and case-based reasoning, with a
deep unsupervised neural network model of expec-
tation. The deep learning model is used by the sys-
tem to develop a representation of the space of pos-
sible designs that respects its latent structure, and
can be used as the basis for goal-driven curious
search. From this hidden-layer representation sim-
ilarity functions are derived as well as evaluations
of the surprisingness of particular combinations of
features. In this position paper we summarize our
previous contributions and outline our planned fu-
ture research in the area of deep learning for AI in
design.

1 Introduction
Computational creativity presents a compelling and critical
domain for the combination of deep learning and AI. A cre-
ative design is one that is simultaneously novel and valuable
[Newell et al., 1959]. Consequently, systems concerned with
generating creative output must be able to deliver utility, im-
plying the possession of significant domain knowledge, and
meaningful novelty, implying the ability to apply out-of-the-
box thinking and perform radical shifts in perspective. The
former are of course the strengths of AI, and in this paper we
show how deep representation learning can be used to support
the latter.

Of specific interest to the confluence between the top-down
and bottom-up components of creativity is the task of prob-
lem re-framing. Cognitive studies of designers suggest that
re-interpretation and re-framing happens throughout creative
tasks [Schön, 1983]. Evidence has also been found for an it-
erative, parallel relationship between unexpected discoveries
– emergent properties of an in-progress design that surprise
even their own creator – and acts of re-interpretation [Suwa

et al., ]. In our work we conceive of this process as akin to cu-
riosity, and describe it as an intrinsic drive to explore regions
of the space of possible designs that have evoked surprise
[Grace and Maher, 2015a]. We use goal reasoning to imple-
ment this curiosity drive: our system responds to surprising
experiences by formulating new goals to explore them.

We have developed a computational model of the creative
design process that features this kind of curiosity, which we
call specific curiosity after a division between goal-directed
(i.e. specific) and undirected (i.e. diversive) curiosity detailed
by Berlyne 1960. This model makes use of unsupervised deep
neural networks as a core component, as they are the means
by which a design agent can develop expectations about the
design space it is exploring. Goal reasoning is used to refor-
mulate the design problem when the search for new design
violates expectations.

The specific problem we are using to develop these mod-
els is recipe generation. Given a database of popular recipes,
our system’s task is to design new recipes that are simultane-
ously novel and valuable. We apply to this problem our mod-
els of curiosity-driven generation, as a way to explore the in-
fluence of both diversive and specific curiosity on designing.
This allows us to investigate how the system’s curiosity about
both the database of human recipes and its own creations can
change the recipes it generates.

In this paper we briefly present our previously published
model of design, and then elaborate on the role of deep learn-
ing within it. We discuss our current prototype implementa-
tions, as well as our plans for future systems that will apply
the model to real-world design problems.

2 Background
This work combines computational models of design with
computational models of novelty. Computational models of
design utilize a variety of AI techniques, including case-
based reasoning, goal reasoning, metacognition, and heuristic
search. Computational models of novelty utilize a variety of
machine learning and neural networks techniques, and here
we focus on those based on deep learning.

2.1 AI Models of Creative Design
Computational creativity has a trifold purpose: to aid the
cognitive understanding of creativity through computational
models, to help human creators through intelligent creativity



support tools, and to develop AI systems that are themselves
creative [Colton et al., 2012]. In each case the resultant sys-
tem embodies some aspect of the creative process, and is it-
self an artificial “creative system”. Our work touches on each
of these three purposes, being inspired by models from de-
sign cognition and applicable to both creativity support and
autonomous creativity.

The definition of a creative product most commonly
adopted in computational creativity is that of the union of
novelty and value [Newell et al., 1959]. An artefact that is
merely effective at its purpose (i.e. valuable, useful, or ap-
propriate) is not creative, and neither is an artefact that is
merely unusual (i.e. novel, unexpected or surprising). While
this definition has broad agreement within computational cre-
ativity, the means of operationalizing and combining these
two components is an active area of debate [Boden, 2003;
Grace et al., 2014; Macedo and Cardoso, 2001]. We take
a pluralistic position on the definitions of both novelty and
value: there are multitude of ways in which both can be op-
erationalized, and the process is highly subjective both to the
individual and the field in question.

While acknowledging the inherent challenge of defining
what it means to be creative in a general sense (general
enough to be applied to art, engineering and more!), we adopt
an information theoretic view of novelty based on the notion
of unexpectedness. The degree of unexpectedness felt by an
observer in response to observing an artefact is proportional
to the change in their beliefs caused by that observation. One
proposed measure for this is the “wow”, which equates to
one bit of difference between between the prior probability
of an observation, and its posterior probability conditioned
on some other observation [Baldi and Itti, 2010]. In our case,
an observation is a feature of a design, and it is conditioned
on the observation of some other features of that design. A
surprising design is thus one that exhibits features that an ob-
server would have a priori found highly unlikely given the
context of some other features the design exhibits [Grace and
Maher, 2016].

Cognitive studies of designers have found that problem de-
composition and goal formulation are critical processes that
occur throughout the design process. They do not precede the
search for a good solution, but take place alongside it [Getzels
and Csikszentmihalyi, 1976; Schön, 1983]. One known trig-
ger for problem reframing is an unexpected discovery, which
has been observed to lead to the modification of the current
design requirements [Suwa et al., 2000]. This is a form of
curiosity about one’s own emerging design, in which a self-
inflicted surprise causes a creator to generate a new goal to
explore it.

Curiosity has been used to describe both a state and a
trait, but research into its role as an intrinsic motivator in de-
sign focus on the former: curiosity as state [Saunders, 2002;
Merrick and Shafi, 2013]. State curiosity drives agents to
seek novel stimuli, and can be further divided into diversive
curiosity, which is undirected novelty seeking, and specific
curiosity, which seeks novel stimuli relating to a particular
goal. We view specific curiosity as of particular interest in a
computational design context, as it appears highly related to
the phenomenon of surprise-triggered goal-based exploration

and problem reframing observed in designers. We have built
models of design that incorporate this phenomenon in our
past work [Grace and Maher, 2016], the deep learning and
AI components of which we summarize in this paper.

2.2 Machine Learning Models for Unexpectedness
and Novelty

Unsupervised deep learning models learn data-dependent
representations [Bengio et al., 2013]: they capture the hier-
archical latent structure of a dataset, typically by minimizing
the cost of some reconstruction of the input. To do this they
must leverage the mutual information that exists in the input
space, learning to expect that certain input features are likely
to co-occur. Given the powerful capabilities of deep learning
as a model of expectation, it’s natural that it should have been
applied in models of novelty: from an information theoretic
perspective, novel things occur when expectation fails.

Prior to developing deep neural models of novelty, we (and
other computational creativity researchers) used a variety of
other machine learning techniques. One successful approach
was to use support vector machines – one for each input fea-
ture – to predict that feature in terms of other features [Grace
et al., 2014]. The downside of this approach was the large
number of models that must be trained, and the lack of shared
representations between them. Another successful approach
is to use distance in a space inferred through dimensional-
ity reduction, as in the Self Organizing Maps based model of
Saunders and Gero [2004]. The advantage of this approach
is simplicity: any learned representation can be used, from
simple PCA to a customized deep neural architecture. The
disadvantage is that it does not provide a compositional view
of unexpectedness: an object that is far away from known
observations in the learned space is definitely novel, but it is
not possible to say why. Our current model was developed
to combine the strengths of both these approaches by using
a deep network to learn a representation of the design space,
and then using methods originally developed for missing data
imputation to estimate unexpectedness in specific contexts.

3 A curious computational model of design
We have developed a metacognitive framework for com-
putational design that incorporates the notion of curiosity-
triggered problem reformulation [Grace and Maher, 2015b;
2016]. This framework incorporates goal reformulation into
a model of designing as a metacognitive response to curiosity.
Our implementations of this framework use deep learning to
drive the system’s expectations about the design domain. The
framework is is summarized here for clarity, and described in
much more detail in our previous publications.

The framework is based on the metacognition definition
in Cox and Raja [2011], which divides the world into ob-
jects, reasoning (about objects), and metareasoning (about
reasoning). Figure 1 shows the processes of our framework
placed in the context of these three levels. The object level
consists of the Design Space, which is a structured repre-
sentation of possible designs. The reasoning level contains
the Expectation process, which captures knowledge about the
properties and behaviors of designs, as well as the Synthe-
sis process, which leverages those expectations to generate



designs that meet its requirements. The metacognitive level
consists of the Curiosity process, which responds to unex-
pected designs and triggers the Reformulation process, which
affects future synthesis. For more details on this architec-
ture, see our previous publications [Grace and Maher, 2015b;
2016].

Figure 1: Our cognitive model of surprise-triggered reformu-
lation in designing, in which the Expectation and Curiosity
processes involve deep learning and the Synthesis and Refor-
mulation processes involve AI search techniques.

4 Modeling surprise with deep learning
Deep learning provides the expectations that underly our sys-
tem’s model of surprise. Surprise triggers our system’s model
of curiosity, which in turn causes goal reformulation, direct-
ing the current design task. In our case this task is recipe
generation, so a surprising recipe (e.g. a stir fry containing
chicken and apple, a highly unusual ingredient combination)
might trigger curiosity about other kinds of recipe in which
those ingredients might also work, such as salads or roasts.
The design goals would be (temporarily) reformulated to di-
rect the synthesis process to focus on those regions of the De-
sign Space. In this section we briefly describe how the model
of surprise based on deep learning operates, but direct readers
to our AAAI paper for additional details [Grace and Maher,
2016].

Our information theoretic model of surprise is imple-
mented using a deep generative neural network that captures
expectations about designs observed by the system. We use a
Variational Autoencoder (VAE), a type of probabilistic unsu-
pervised deep learning model that supports missing data im-
putation [Kingma and Welling, 2013; Rezende et al., 2014].
We use this data imputation process in our model of surprise,
as it allows the network to fill in missing portions of the in-
put with what it expects to be there. The network is pro-
vided with partial inputs that comprise a “surprise context”,
which is a set of features on which another feature’s obser-
vation is conditioned. The data imputation process involves
filling in the un-observed portions of the input randomly and
then iteratively feeding it through the autoencoder. We use
this process to estimate the likelihood of observing other fea-
tures given a context. Evaluating the surprise of an observed
design involves iterating through all combinations of its fea-
tures, and recording those that are highly surprising (i.e. those
that the system confidently but incorrectly predicted would
not be present due to the simultaneous presence of one or
more other features).

This approach is effective, but computationally expensive.
With a database of 100 design features and a maximum con-
text length of 3 there are 1.62 million possible surprising

combinations. Calculating this involves sampling from the
neural network many times for each surprise context (results
in our tests converge after approximately a thousand sam-
ples), and then estimating the likelihood of each other feature
given that context. In our tests we pre-calculate all possi-
ble surprise combinations in order to speed up generation, a
process which takes over 20 hours on a single laptop GPU.
This approach will clearly not scale to significantly more fea-
tures, even in a domain like recipes where context length is
quite short. We are currently investigating ways to approxi-
mate this process, including embedding surprise contexts in
a lower dimensional space and architectures that only test for
combinations they can make confident predictions about.

5 Q-chef: A personalized curious recipe
generator

Our motivating example for this investigation into deep gen-
erative curiosity is the domain of recipe generation. Recipe
generation is a compelling and popular domain for generative
AI systems as it is personally relevant to audiences while be-
ing sufficiently complex as to permit interesting experimen-
tation [Hammond, 1986; Morris et al., 2012; Varshney et al.,
2013].

In addition to the suitability of the culinary arts for com-
putational design research, there is also a real problem that
such creative recipe generation systems can potentially ad-
dress. Debates about what constitutes healthy eating continue
both within the relevant research community and without, and
there is no simple model of how to eat more healthily, even
though the global cost of obesity-related health problems con-
tinues to rise. One strong correlation that has been found,
however, is that dietary diversity predicts overall health, and
can be measured by metrics as simple as the number of
species of plant or animal an individual consumes in the av-
erage month. We are developing a health behavior change
system based on encouraging dietary diversity. We call this
system “Q-chef”, short for the “curious chef”, and it is an
implementation of the curious design reasoning system de-
scribed here which designs recipes that are then suggested to
its user. We hypothesize that using a computational model
of curiosity based on a combination of deep learning and AI
techniques has the potential to encourage dietary diversity in
an individual. The current prototype described in this sys-
tem do not incorporate this personalization aspect, and the
remainder of this section describes how our model of curi-
ous design could be applied to this real world problem in the
future.

In order to better track what might encourage a particular
user to cook new recipes, Q-chef models the curiosity of its
user based on its knowledge about their preferences and fa-
miliarity with the domain. This model of the user’s curiosity
replaces the system’s own curiosity – its role is to simulate the
user so that recipes can be synthesized that will be novel and
valuable for them. We hypothesize that generating recipes
that are a fit for a user’s preferences and also incorporate in-
gredients or combinations that are slightly unfamiliar to that
user, will stimulate their curiosity and encourage them to try
new things.



In our future work we will model user preferences us-
ing techniques from recommender systems, inferring per-
ingredient preferences from both the similarities between in-
gredients and the similarities between users. We will also be
modeling their specific curiosity, generating new goals to ex-
plore combinations that they find both surprising and valuable
in depth, and verifying that the user’s reaction parallels the
system’s goal through feedback. In this application the goal
is not to generate maximally surprising designs, but instead to
find a level of surprise that is appropriate to stimulate curios-
ity in the user. This nonlinear relationship between novelty
and curiosity is commonly found in models of curiosity, and
is derived from the way the Wundt curve has been applied
to curiosity [Saunders, 2002]. Figure 2, (after [Grace et al.,
2016]) shows the cyclical interaction in Q-chef, consisting of
the user model feeding preference and familiarity information
to the curiosity and synthesis models. Goal reasoning and ex-
pectation modeling occurs within the curiosity model, which
then affects the designs generated by the synthesis model.

Figure 2: An abstraction of the processes in Q-chef, which
captures user preference and familiarity data (the User
Model), and then uses it to simulate user curiosity (the Cu-
riosity Model) and generate recipes (the Synthesis Model)
that will broaden their palate over time.

We currently represent recipes as sets of ingredients, shorn
of quantities, preparation steps, or other information. This ab-
straction, which we refer to as a “recipe concept”, is designed
to simplify the modeling of expectation and the generation of
new recipes. We are experimenting with the use of techniques
from case based reasoning to retrieve a full recipe similar to
our generated ingredient set and adapt that recipe to be sim-
ilarly surprising and valuable. Recipe retrieval is based on
Euclidean distance in the hidden layer representation of the
neural network. This is in very early development, but shows
another connection between the deep learning models of ex-
pectation in our work and the AI techniques used to generate
creative designs from those expectations. We are currently
able to perform ingredient substitution at the recipe concept
level, but there is a significant amount of additional knowl-
edge required to propagate that substitution throughout the
recipe’s steps and ingredients in a coherent way.

6 Preliminary recipe generation results
In this paper we present several outputs of our current recipe
generation prototype. In these simulations we are not incor-
porating the personalization aspect of the Q-chef system de-

scribed above – there is no specific user model, and users are
treated as having a neutral preference for all ingredients and
universal familiarity with the entire database. This reduces
the “personalized curiosity simulation” of Q-chef to the sim-
pler case in which the system itself is acting curiously. We
model this as a case based reasoning system, depicted in Fig-
ure 3. This system has two stages: “problem framing” and
“problem solving”. In problem framing it generates a set of
ingredients that are sufficiently surprising to meet its goal as
well as being a plausible recipe and a fit to the requirements.
This uses the deep learning model of surprise. In problem
solving it uses case-based reasoning to retrieve and adapt a
known recipe to fit the set of ingredients it generated. In this
paper we present results that omit the adaptation step – given
a desired level of surprise we perform problem framing and
then retrieve the closest known recipe.

Forbidden/required 
design features

Synthesis of surprising and valuable features

Requirements

Deep Expectation Model

Surprise Model

Problem framing

Desired level of surprise
Goal

Surprising 
DesignSynthesis of complete design 

from provided features

Problem solving

Knowledge-based
adaptation

Similarity-based 
retrieval

Plausibility Model

Recipe case base

Figure 3: A prototype of the Q-chef system, modeled as
case-based reasoning. The system is based on two cycles:
a problem-framing one that uses deep learning to turn a set
of requirements and a desired level of novelty into a specific
query, and a problem-solving one that retrieves and adapts
known recipes to match that query. The results presented here
exclude the adaptation step.

In this study we are simulating what would occur after
goal reasoning has been triggered by specific curiosity. Goal
reasoning modifies what we consider surprising, and thereby
modifies the problem framing process. We provided a sur-
prising combination of design features (pork observed in the
context of sugar and lemon) and used it to reformulate the
surprise function to value surprises proportionately to their
similarity to that combination. We trained a VAE on 100,000
recipes (to serve as our surprise model) and then used a ge-
netic algorithm whose genotype was a binary vector of in-
gredients to synthesize ingredient lists (i.e. design concepts
generated by problem framing) that were simultaneously sur-
prising and valuable. Table 1 shows this list. These “recipe
concepts” express the idea of a recipe but not the details of its
construction.

Deep representation learning is used by our prototype to
generate a space in which to evaluate the novelty and value of
synthesized design concepts, and then case-based reasoning
is used to develop those concepts into recipes. We can cur-
rently retrieve similar recipes from the database based on that
same representation, are in the process of adding the ability
to adapt those recipes to fit the generated concept. We present
the most similar recipe retrieved from the database alongside
each synthesized design concept.

In all three recipe concepts generated in Table 1, the most



,

Ingredients Closest match
Pork, soy sauce, salt, baking pow-
der, lemon, black pepper, vegetable
oil, and sugar.

Tender beef stir-
fry.

Pork, peas, garlic, ginger, green
onions, soy sauce, sugar, and salt.

Polynesian pork
roast.

Pork, lemon, ground chillies, mint,
white vinegar, tomatoes, salt, and
honey.

Chicken with
spinach and
strawberry salad.

Table 1: Recipes generated after goal reformulation triggered
by a surprising combination of pork, sugar and lemon. The
surprising feature is bolded, and the context that makes it
surprising is italicized. We retrieved the title of the closest
matching recipe from the database to give an example of what
each ingredient set could become after adaptation.

surprising combination was similar to the stimulus that trig-
gered goal reformulation: pork, sugar, and lemon. Our cur-
rent prototype of specific curiosity transforms the system’s
goals by biasing surprise detection towards similar surprises.
Similarity between surprising combinations is currently mea-
sured by the same approach used for recipe similarity: Eu-
clidean distance between the two combinations in the deep
network representation. The most surprising combination in
each of these recipes was judged highly similar to the stim-
ulus. This is an initial simulation of what would happen
when an unexpected combination of ingredients is synthe-
sized, causing goal-directed reformulation. In this case our
system encounters a surprise (a recipe that combines pork,
sugar and lemon), becomes curious about that combination,
and reformulates its design goals to generate recipes that are
similarly surprising, such as those shown in Table 1.

The similarity-based retrieval, which is the first step to-
wards a case-based reasoning system that can adapt and com-
bine existing recipes to fit generated recipe contexts, retrieved
the recipe that was the closest match for each generated
recipe, shown in the second column of Table 1. These recipes
differ from the generated ones in significant ways, which is
to be expected when the generated recipes maximize a sur-
prise measure trained on the same database that is being used
for retrieval. The first retrieved recipe was the most similar to
the generated one even though it used a different core protein:
the retrieved recipe was a Chinese-inspired beef dish in which
baking powder is used to tenderize a tough cut of beef. In the
second example the retrieved Polynesian pork roast lacked
the most surprising ingredient (peas), but was relatively sim-
ilar otherwise.

The third generated recipe was the most surprising, due
to the extreme rarity of meat and mint combinations in our
database. The most similar recipe in the database was also the
most dissimilar closest match of the three, being a poached
chicken breast served with spinach, strawberries, mint, toma-
toes and a lemon/honey/vinegar dressing. This highlights the
challenge of retrieving recipes: the neural network represen-
tation used in our similarity metric was more influenced by
the ingredients in the salad dressing than the choice of pro-
tein. This may reflect the latent structure of the dataset, but it

seems unlikely to agree with the judgement of human users.

7 Future development of Q-chef
The Q-chef project has both a theoretical and a practical goal.
It is an an investigation of the ways deep representation learn-
ing can be applied to model expectation in AI models of de-
sign reasoning, as well as an AI-driven interactive system for
health behavior change. The project is in an early prototype
state, with significant work required before we can validate
whether computational creativity techniques combined with
a model of curiosity can incrementally broaden user prefer-
ences over time. There are three areas in which we hope to
contribute: improving the process by which the system ac-
quires and encodes domain knowledge (both through deep
learning and AI techniques), developing the specific curios-
ity model, and improving the generation of complete recipes
from concepts. In this section we focus on the first of those
areas.

In the current system surprise is limited to unexpected
combinations of input features, which is undesirable as the
system’s expectations might better be expressed using the la-
tent structure of the domain. The hierarchical representation
learned by deep neural networks offer a path to removing
this limitation, and we are working on an architecture where
surprise combinations could consist of any nonlinear com-
bination of the input features that exists in the expectation
model. The most significant obstacle to this is the computa-
tional complexity of evaluating every possible combination
of features in both the input and hidden representations, a
scalability issue which is currently manifesting even in our
simplified prototypes. We are exploring an approximate solu-
tion based on embedding both the input and hidden features in
a lower-dimensional space from which fast estimates of sur-
prise can be made. We are also developing a tag-based system
for incorporating techniques, cuisines and other information
into the ingredient set representation as design features.

A better model of ingredient similarity will be triply useful
for Q-chef: it will allow for more appropriately direction of
specific curiosity behavior, it will allow for more appropriate
retrieval of recipes for post-processing, and it may facilitate
the development ingredient embeddings for efficient surprise
estimation. One approach that has been used effectively for
ingredient similarity is flavor networks [Ahn et al., 2011], in
which hundreds of common food ingredients were analyzed
based on their flavor-active chemical compounds. These were
then composed into a graph of the relationships between in-
gredients based on the compounds they share. This, in con-
junction with a large recipe database, was used to test the
flavor pairing hypothesis, which states that ingredients pair
well together when they share chemical compounds, finding
that evidence existed for flavor pairing in Western cuisines,
but not Asian ones. We believe that transforming ingredi-
ents (and ingredient sets) into flavor compound space could
be very useful in Q-chef, and are in the process of acquiring
the dataset used by Ahn et al.

We are also investigating the use of deep learning tech-
niques to simplify the task of pre-calculating all possible sur-
prising combinations of features. In our current prototype,



as described in Section 4, we must sample from the network
many times to accurately estimate the likelihood of each fea-
ture occurring alongside some set of other features. We are
exploring both AI techniques for pruning which combinations
need to be evaluated and deep learning network architectures
for accelerating and/or approximating this process.
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